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The nature of the unfolded state plays a great role in our understanding of
proteins. However, accurately studying the unfolded state with computer
simulation is difficult, due to its complexity and the great deal of
sampling required. Using a supercluster of over 10,000 processors we
have performed close to 800 ms of molecular dynamics simulation in
atomistic detail of the folded and unfolded states of three polypeptides
from a range of structural classes: the all-alpha villin headpiece molecule,
the beta hairpin tryptophan zipper, and a designed alpha-beta zinc finger
mimic. A comparison between the folded and the unfolded ensembles
reveals that, even though virtually none of the individual members of
the unfolded ensemble exhibits native-like features, the mean unfolded
structure (averaged over the entire unfolded ensemble) has a native-like
geometry. This suggests several novel implications for protein folding
and structure prediction as well as new interpretations for experiments
which find structure in ensemble-averaged measurements.
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Introduction
Historically, the unfolded state of proteins has
received significantly less attention than the folded
state.1 The reasons for this are primarily its structural heterogeneity and complexity, and secondarily a belief that biological function is predominately mediated by the native state. The
molten globule, as a specific example of a nonfolded state, has been studied somewhat more
intensively, but little is known about its structure.2
Several recent studies of the chemically or thermally denatured proteins, both experimental and
theoretical, have suggested that the structure of
the denatured state may not be as diverse as previously thought, and that long-range order in
the denatured state may play a role in defining
protein folding mechanism.3 – 13 The majority of
these studies have focused on the properties of the
artificially generated non-native samples, and
there has in general been very little focus on the
structure and the dynamics of the unfolded state
Abbreviations used: dRMS, distance-based root-mean
square deviation; GB/SA, generalized Born/surface
area.
E-mail address of the corresponding author:
pande@stanford.edu

under folding conditions, with some notable
exceptions.14 – 16 This is understandable since under
such conditions the unfolded state is an unstable,
fleeting species making any kind of quantitative
experimental measurement very difficult. Here, it
is important to emphasize the distinction between
the unfolded state, a transient species en route to
the folded state, and the denatured state, an artificially stabilized non-native state. For instance, in a
typical stop-flow folding experiment, the
denatured state refers to the protein in the presence
of urea or guanidinium chloride, while the
unfolded state refers to the same species after the
denaturant has been diluted out and the protein is
beginning to fold. The structural and dynamic
differences between the two species have been
noted before.15
Computer simulations of either the unfolded or
the denatured state have so far been limited by
the immense computational power required for
accurate sampling. The unfolded state is in fact a
greater challenge to simulate using conventional
means than the folded state precisely because of
its structural diversity. While there have been
several simulations of the denatured state before,
in particular high temperature denaturing
studies,4,6,7,12,17 – 19 it has been debated whether the
sampling has been sufficient. Indeed, most studies
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Table 1. Summary of the native equilibrium simulations

Temperature (K)
Total time (ms)
Initial Rgyr (Å)
Initial SASA (Å2)
Representative time point (ns) (no. structures)
kRgyrl at trep (Å)
kSASAl at trep (Å2)
SS at treps (%)
Ca-dRMSms at trep (Å)

Native villin

Native TrpZip

Native BBA5

300
90.6
9.6
3076
20 (1401)
9.8 ^ 0.8
3027 ^ 137
87
1.5

278
19.3
6.6
1449
15 (481)
6.6 ^ 0.2
1454 ^ 57
78
0.6

278
72.0
9.2
2422
15 (1317)
8.6 ^ 0.7
2256 ^ 115
90
2.0

Representative time point (trep) indicates the time at which we have calculated the mean native structures used for comparison with
the unfolded simulations throughout this article. The number of independent structures used in these averages is shown in the trep
row. The secondary structure at trep (SS at trep) refers to the fraction of the native ensemble at trep which has 14 or more helical residues
in the case of villin, four or more beta-sheet residues in the case of TrpZip, and four or more helical residues and two or more betasheet residues in the case of BBA5, indicating stable secondary structure. All secondary structure content is determined using
DSSP.40 Ca-dRMSms at trep refers to the Ca-dRMS of the mean native structure at trep from the initial experimental native structure
used in the simulations. Rgyr refers to the radius of gyration, and SASA refers to the solvent accessible surface area as determined by
DSSP. We show values for the two for both the initial structure and the ensemble at the trep. kl brackets refer to ensemble averages
throughout the text. Error values refer to the standard deviation around the mean of a given population.

employ a few (one to ten) simulations on the nanosecond timescale. In addition, it is also debatable
how relevant are the results obtained under
high temperature conditions for our understanding
of the unfolded state under folding conditions.
Recently, we have introduced a novel computational approach aimed at addressing the issue of
vastly improving the sampling in protein simulations: for our calculations we have employed
distributed computing techniques and a supercluster of more than 10,000 processors.20,21 Using
this computational resource, we have run thousands of fully independent atomistic molecular
dynamics (MD) trajectories starting from the fully
extended state of three small proteins, each tens of
nanoseconds long (see Methods; Figures 1(a), 2(a)
and 3(a)). In addition, as an important control
for our folding simulations, we have also run
thousands of trajectories starting from the experimental native structures of the three molecules.
The advantage of performing a large number of
independent, relatively short folding simulations
is twofold. First, by the stochastic nature of the
folding process and exponential kinetics, in an
ensemble consisting of thousands of such trajectories we can expect to observe a small but significant number of folding events which on average
would take much longer to occur.21 Specifically, in
an ensemble of 10,000 trajectories, each of which is
10 ns long, one expects to see about ten folding
events for a protein that folds with single exponential kinetics and time constant of 10 ms. Second,
such an approach gives us a detailed picture of the
unfolded ensemble very early into folding (tens of
nanoseconds after initiation of folding). Here we
have focused on this latter aspect of our data for
three different polypeptides: a 36 residue threehelix bundle villin headpiece protein,22 a 12 residue
b-hairpin tryptophan zipper peptide (TrpZip23),
and a 23 residue designed bba zinc finger mimic
(BBA524). Our aggregate simulation time is nearly

one millisecond, orders of magnitude larger
than previous atomistic MD simulations.25,26 This
unprecedented sampling has allowed us to observe
previously inaccessible effects, which we describe
below. The central question that we ask is what is
the structure of the unfolded state on average.

Results
The folding simulations for all three molecules
studied were started from extended conformations.
In approximately 10 ns (TrpZip and BBA5) or 20 ns
(villin) the unfolded ensembles non-specifically
collapse to form compact conformations. On
average, these conformations exhibit native-like
radii of gyration and solvent accessible surface
areas (Table 1, Figures 1(b), 2(b) and 3(b)). Simulations started from the folded structures, in
contrast, remain stable throughout, with respect to
the radii of gyration, secondary structure content,
solvent accessible surface area, and distance-based
root-mean square deviation of the average structure (dRMS) (Table 1, Figures 1(b), 2(b) and 3(b))
from the experimental structures. In Figures 5 –7
(see below), we compare the experimental structures of the three molecules with the representative
native structures from our simulations (Figures
5(a) and (b), 6(a) and (b), and 7(a) and (b)), and
the similarity is obvious. This attests to the stability
of our simulations and suggests that our simulated
native ensembles could be used for comparison
with the unfolded ensembles.
Inspection of individual members of the
unfolded ensembles reveals very heterogeneous
populations. Except for the majority of unfolded
molecules being collapsed, they are structurally
quite diverse. Despite this diversity, a meaningful
question to ask is what do these heterogeneous
ensembles look like on average. A natural first
question is how do the averaged properties of the
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Figure 1. Villin simulations. (a) The total number of independent simulations that have reached a given time point
for the native ensemble (green) and the unfolded ensemble (red). (b) The average radius of gyration, kRgyrl over time
for the native ensemble (green) and the unfolded ensemble (red). Inset is the average a-helical content per molecule
as determined by DSSP for the two ensembles. (c) Comparison between the ensemble-averaged dRMS from the mean
native matrix at 20 ns for the unfolded ensemble over time, kdRMSl, (red) and the dRMS of the mean unfolded structure from the mean native matrix, dRMSms, (black). (d) Distribution of dRMS from the mean native matrix at 20 ns
for all individual unfolded molecules at the 27 ns time point. The arrow marks the dRMS from the mean native matrix
at 20 ns of the mean matrix on the basis of the entire unfolded ensemble at 27 ns (dRMSms, where subscript ms denotes
“mean structure”). We indicate the dRMSms and the percentage of individual unfolded structures that are more different in the dRMS sense from the mean native matrix than the mean unfolded matrix. The mean (AVG) and the standard
deviation (STD) of the distribution shown are also indicated. All dRMS values refer to Ca-dRMS. In all Figures, the
error bars represent the standard deviation around the mean at the given time point; all dRMS distributions are binned
with 0.2 Å resolution.

unfolded state compare with the native state?
Experimental techniques such as NMR, EPR and
FRET, which provide information on interatomic
distances, typically involve ensemble-averaged
signals. In such experiments, each observed signal
corresponding to a particular pair of nuclei, spin
labels or chromophores (depending on the experiment) is independently averaged over the entire
ensemble. We took a similar approach here in
order to analyze the average features of the structurally diverse unfolded ensembles seen computationally. Namely, we calculated a distance matrix
over all possible Ca (or Cb) pairs for each individual structure in the unfolded ensemble at a
given time point, and then averaged these matrices
to obtain one mean distance matrix, representative
of the entire ensemble at that time point. We have
repeated this calculation for the equilibrium simulations started from the folded states of the three
polypeptides listed above. This has allowed for
a natural comparison between the folded and
unfolded ensembles through dRMS calculations.
Namely, a standard way of comparing two dis-

tance matrices (i.e. two structures) involves calculating distance root-mean square deviation:
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where Dij ðxÞ refers to the distance between atoms i
and j in structure x, and n is the total number of
atoms included within each structure. The results
presented here are on the basis of linear averaging
of distance matrices, which we believe is statistically most natural. We have also examined the
effects of kr 26l21/6 averaging, intrinsic to dipolarcoupling experiments, as well as kr 22l21/2
averaging, but no significant differences were
seen. The conclusions presented here are qualitatively insensitive to the nature of the averaging.
In Figures 1 – 3, we contrast the unfolded
ensembles at different time points with their
respective simulated native ensembles at the time
points indicated. The top curves in Figures 1(c),
2(c) and 3(c) show the ensemble-averaged Ca-dRMS
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Figure 2. Tryptophan zipper simulations. (a) –(d) The same type of data as described for Figure 1 legend for villin
(Figure 1(a)– (d), respectively), with the following modifications. Inset in (b) We show the ensemble-averaged secondary structure content of the native and the unfolded ensembles of tryptophan zipper over time: we show the fraction
of the two ensembles which has four or more beta-sheet residues as determined by DSSP. In (d) we compare the
unfolded ensemble at 20 ns with the mean folded matrix at 15 ns.

Figure 3. BBA5 simulations. (a) –(d) The same type of data as described for Figure 1 legend for villin (Figure
1(a)– (d), respectively), with the following modifications. Inset in (b) we show the ensemble-averaged helical secondary
structure content of the native and the unfolded ensembles of BBA5 over time as determined by DSSP. In (d) we
compare the unfolded ensemble at 10 ns with the mean folded structure at 15 ns.
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Table 2. Summary of the simulations started from the
extended state

Temperature (K)
Total time (ms)
Representative time
point (ns) (no. structures)
kdRMSlCa (Å) versus
initial native
Ca-dRMSms (Å) versus
initial native (% better)
kRgyrl at trep (Å)
kSASAl at trep (Å2)
SS at trep (%)
kdRMSlCb (Å)
Cb-dRMSms (Å) (% better)

Unfolded
villin

Unfolded
TrpZip

Unfolded
BBA5

300
225.6
27 (5248)

278
42.7
20 (715)

278
337.2
10 (21,068)

5.0 ^ 1.9

3.5 ^ 0.6

4.3 ^ 0.8

3.2 (99.7)

3.0 (55)

3.0 (95.2)

10.2 ^ 1.2
3122 ^ 193
0.6
5.1 ^ 1.9
2.7 (100)

6.6 ^ 0.4
1477 ^ 72
0.7
3.4 ^ 0.6
2.6 (92)

8.6 ^ 0.8
2256 ^ 157
5
4.1 ^ 0.7
2.3 (99.8)

Representative time point (trep) refers to the time point in
folding simulations for which we have shown complete dRMS
distributions in Figures 1(d), 2(d) and 3(d). The number of structures in the trep row refers to the total number of independent
structures at trep. The values at trep are representative of
the values at other time points after the collapse. We show
ensemble-averaged Ca-dRMS of the unfolded ensemble at trep
from the initial structure used in native state simulations
(kdRMSlCa versus initial native), and the Ca-dRMS of the mean
unfolded structure at trep from the initial structure (Ca-dRMSms
versus initial native). We also show ensemble-averaged Cb-dRMS
of the unfolded ensemble at trep from the mean native structure
at times indicated in Table 1 (kdRMSlCb), and the Cb-dRMS of
the mean unfolded structure at trep from the mean native structure (Cb-dRMSms). % better refers to the percentage of unfolded
state ensemble at trep, which is more distant from the native
structure in the dRMS sense than the mean unfolded structure.
SS, Rgyr, and SASA refer to the same observables as described
in Table 1.

from the mean equilibrated simulated native
structure†, kdRMSl, over time: we calculate
Ca-dRMS from the mean native matrix for each
individual unfolded molecule at a given time
point, and then average over the entire ensemble
at that time point. The bottom curves, on the other
hand, give at each time point the Ca-dRMS
between the mean native matrix and the mean
unfolded matrix revealing our central result. The
† The representative time points (see Figures and
Tables) for calculating the mean matrices for the
unfolded and the native ensembles were chosen to
illustrate the main point of the report. The conclusions in
no way depend on the exact choice of the time point, as
can be seen in the time course figures. For the native
ensembles we picked points at which we believe
sufficient sampling has been achieved without
compromising the structural integrity of the native
configuration (Table 1). For the unfolded ensembles we
picked points at which the separation between the dRMS
of the mean structure and the ensemble-averaged
kdRMSl is greatest. Note that there are points along the
time course at which the dRMS of the mean structure
actually reaches lower absolute values than the ones at
the representative time point. However, as can be seen in
the time course figures (Figures 1(c), 2(c) and 3(c)), these
differences are insignificant.

Figure 4. Time-averaged results. We compare the 1 ms
long Duan & Kollman villin trajectory25 with our native
villin ensemble at 20 ns. The distribution of individual
dRMS from the mean native structure in our simulations
at 20 ns for each of the 50,000 structures spaced by 20 ps
is shown. The arrow marks the dRMS of the mean structure on the basis of all 50,000 Duan & Kollman structures
from the mean native structure in our simulations at
20 ns. All dRMS values refer to Ca-dRMS. The mean
(AVG) and the standard deviation (STD) of the depicted
distribution is shown. The percentage refers to the fraction of individual structures that are more distant in the
dRMS sense from the mean native matrix than is the
mean unfolded matrix.

mean unfolded matrix at any given time point is
significantly more similar to the mean native
matrix than the vast majority of individual
unfolded structures!
This effect is further illustrated when we compare the Ca-dRMS distributions for individual
unfolded molecules with the Ca-dRMS of the
mean unfolded matrix (all with respect to the
mean native matrix) at select, representative time
points (Figures 1(d), 2(d), and 3(d)). In the case of
villin, for example, the mean unfolded matrix at
27 ns is more similar to the mean native matrix
than any of the 5248 individual unfolded structures found at that time point (Figure 1(d)).
Furthermore, the Ca-dRMS between the mean
unfolded matrix and the mean native matrix for
all three molecules gets so low (2.3 Å, 2.5 Å, and
2.0 Å for villin, TrpZip and BBA5, respectively)
that it suggests the following hypothesis: the
geometry of the mean unfolded state in these
molecules is close to the mean native geometry,
despite the fact that most individual structures are
significantly less native-like (e.g. have a greater
Ca-dRMS).
Finally, in addition to comparing the unfolded
ensembles with the simulated native ensembles,
we have also compared our unfolded state
ensembles to the experimental NMR refined structures. We find similar results, with the only difference being that the distributions and average
dRMS values were shifted to higher values by
about 0.5 –1 Å (Table 2). We have also carried out
the above comparisons for the Cb based distance
matrices, and the results show identical trends
(Table 2). This indicates that the mean structure assumes not only the native-like backbone
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Figure 5. Mean structure hypothesis and structure prediction:
villin simulations. (a) Stereo image
of the experimental NMR structure
of villin. (b) Stereo image of the
representative structure from our
native villin simulations: this structure is the closest (in the Ca-dRMS
sense) individual structure in our
simulated folded ensemble at 20 ns
to the mean distance matrix on the
basis of the same ensemble. The
Ca-dRMS between this structure
and the experimental structure in
(a) is 1.7 Å. The backbone RMSD
between the two structures for all
residues is 2.3 Å. (c) Stereo image
of the representative structure from
our simulations of the unfolded
ensemble of villin at 42 ns: this
structure is the closest (in the
Ca-dRMS sense) individual structure in our simulated unfolded
ensemble at 42 ns to the mean
distance matrix on the basis of the
same ensemble. The Ca-dRMS
between this structure and the
mean native matrix is 2.9 Å. The
Ca-dRMS between this structure
and the representative simulated
native structure in (b) is 3.3 Å. The
backbone RMSD between the two
structures for all residues is 4.2 Å.
In (a) – (c) the phenylalanine core
residues (Phe7, Phe11, Phe18) are
shown in color. The secondary
structure content is color-coded on
the basis of DSSP as follows: red,
alpha helix; blue, turn; white,
random coil. (d) The green arrow
marks the Ca-dRMS of the representative structure in (c) from
the mean native matrix (dRMScta,
where cta is “closest to average”).
We compare it with the distribution of Ca-dRMS from the same mean native matrix for all other members of the
unfolded ensemble at 42 ns. We show the mean (AVG) and the standard deviation (STD) of the depicted distribution,
as well as the percentage (%) of the individual unfolded structures that are more different from the mean native matrix
in the dRMS sense than the closest-to-average unfolded structure.

geometry, but also near native side-chain packing,
all while individual molecules remain largely
unstructured.
The above results pertain to ensemble averages
over many short trajectories. It is interesting to
speculate whether the same would hold if one
averaged over a single long trajectory. We have
carried out the above calculations for the 1 ms villin
folding trajectory simulated by Duan & Kollman,25
and determined the mean distance matrix over
all structures in that simulation (a total of 50,000
structures, sampled every 20 ps, from their 1 ms
simulation; Figure 4). While it is not obvious
to what degree the Duan – Kollman simulation
captures the unfolded state, as opposed to some
non-native intermediate state, it is clear that the
majority of the structures from these simulations
do not have the native features.25 When compared

with the average native matrix at 20 ns from our
simulations, it is apparent that the average matrix
on the basis of the entire Duan – Kollman trajectory
is much closer to the equilibrium mean native
matrix than most individual structures (. 99.99%),
as was seen in the case of ensemble-averaged data
(Figure 4). We have also compared the Cb-dRMS
values for the Duan –Kollman data: Cb-kdRMSl ¼
5.3(^ 0.7) Å; Cb-dRMSms ¼ 3.5 Å (better than 100%
individual). Finally, we have compared the
unfolded data from the Duan –Kollman simulations with their single 100 ns long simulation of
the native state. While the average unfolded matrix
is still significantly more similar to the native
matrix than most individual unfolded structures
(. 98%), all of values are shifted to higher dRMS
values by about 0.5– 1 Å (Ca-dRMSms ¼ 4.0 Å,
Ca-kdRMSl ¼ 5.5(^ 1.0) Å). This can probably be
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attributed to the limited extent of their sampling of
the native state.
The fact that all three structural categories
(alpha, alpha/beta, and beta) gave similar results
suggests that the observed phenomenon may be
quite general. It is possible, however, that the
conclusions pertain only to small proteins and peptides. We are currently simulating several larger
proteins to test this idea. Shortle & Ackerman
have recently shown that a 131-residue fragment
of staphylococcal nuclease retains the overall
features of its native topology even when “fully”
denatured in 8 M urea.10 Our results suggest that
this is possible even if none of the individual
molecules are folded at any given time. The key
requirement is that on average the backbone and
the side-chains are placed in their native locations.
Steric repulsion in the collapsed state may be of
critical importance in ensuring that these fluctuations revolve around the native topology.10,27 – 29
Finally, the staphylococcal nuclease results suggest
that the phenomena reported here may hold even
for larger single domain proteins and in the
presence of denaturants. It is possible, however,
that the denatured staphylococcal nuclease
resembles the native staphylococcal nuclease for
reasons unrelated to conformational averaging
seen in our simulations. Further work will be
needed to fully address this question.

Discussion and Implications

Figure 6. Mean structure hypothesis and structure prediction: tryptophan zipper simulations. (a) Stereo image
of the experimental NMR structure of tryptophan zipper.
(b) Stereo image of the representative structure from our
native tryptophan zipper simulations: this structure is
the closest (in the Ca-dRMS sense) individual structure
in our simulated folded ensemble at 15 ns to the mean
distance matrix on the basis of the same ensemble. The
Ca-dRMS between this structure and the experimental
structure in (a) is 0.5 Å. The backbone RMSD between
the two structures for all residues is 1.2 Å. (c) Stereo
image of the representative structure from our simulations of the unfolded ensemble of tryptophan zipper
at 14 ns: this structure is the closest (in the Ca-dRMS
sense) individual structure in our simulated unfolded
ensemble at 14 ns to the mean distance matrix on the
basis of the same ensemble. The Ca-dRMS between this
structure and the mean native matrix is 2.4 Å. The
Ca-dRMS between this structure and the representative
simulated native structure in (b) is 2.6 Å. The backbone
RMSD between the two structures for all residues is
3.6 Å. In (a)– (c), the tryptophan core residues (Trp2,
Trp4, Trp9, and Trp11) are shown in color. The secondary
structure content is color-coded on the basis of DSSP as
follows: yellow, beta-sheet; blue, turn; white, random
coil. (d) The green arrow marks the Ca-dRMS of the
representative structure in (c) from the mean native
matrix (dRMScta, where cta is closest to average). We

Our findings above lead us to form what we call
the “mean-structure hypothesis”, i.e. that the
geometry of the collapsed unfolded state of small
peptides and proteins in an average sense corresponds to the geometry of the native equilibrium
state. Below, we outline several key implications
of this hypothesis for the folding of small proteins
from both fundamental biophysical as well as
methodological perspectives.
First, the results presented above suggest a
picture of the folding process in which the structure of the protein in an average sense essentially
does not change throughout folding, and it corresponds to the final equilibrium structure. The
mean structure stays in place, while folding
involves reducing the structural variability of the
ensemble. It is as if the distribution of a protein’s
structure in some large-dimensional structural
space remains centered around the same mean

compare it with the distribution of Ca-dRMS from the
same mean native matrix for all other members of the
unfolded ensemble at 14 ns. We show the mean (AVG)
and the standard deviation (STD) of the depicted
distribution, as well as the percentage (%) of the individual unfolded structures that are more different from
the mean native matrix in the dRMS sense than the
closest-to-average unfolded structure.
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Figure 8. The filtering power of the mean structure
hypothesis. At each time point, we repeat the same
calculation as described for Figures 5(c), 6(c), and 7(c)
for all three molecules studied: at each time point we
find the closest unfolded structure in the dRMS sense to
the mean unfolded matrix at that time, and calculate
what fraction of the unfolded ensemble at that time is
more distant in terms of dRMS from the mean native
matrix than this structure. As before, we use the mean
native structures at 20, 15, and 15 ns for villin, TrpZip
and BBA5, respectively. All dRMS values refer to Ca-dRMS.

Figure 7. Mean-structure hypothesis and structure prediction: BBA5 simulations. (a) Stereo image of the experimental NMR structure of BBA5. (b) Stereo image of the
representative structure from our BBA5 simulations:
this structure is the closest (in the Ca-dRMS sense) individual structure in our simulated folded ensemble at
15 ns to the mean distance matrix on the basis of the
same ensemble. The Ca-dRMS between this structure
and the experimental structure in (a) is 2.3 Å. The backbone RMSD between the two structures for all residues
is 2.9 Å. (c) Stereo image of the representative structure
from our simulations of the unfolded ensemble of BBA5
at 12 ns: this structure is the closest (in the Ca-dRMS
sense) individual structure in our simulated unfolded
ensemble at 12 ns to the mean distance matrix on the
basis of the same ensemble. The Ca-dRMS between
this structure and the mean native matrix is 1.9 Å. The
Ca-dRMS between this structure and the representative
simulated native structure in (b) is 2.0 Å. The backbone
RMSD between the two structures for all residues is
2.3 Å. In (a)– (c) the hydrophobic core residues (Phe9,
Leu15, Leu19) are shown in color. The secondary structure content is color-coded on the basis of DSSP as
follows: red, alpha-helix; yellow, beta-sheet, blue, turn;
white, random coil. (d) The green arrow marks the
Ca-dRMS of the representative structure in (c) from the

throughout folding, yet its variance narrows as one
gets closer to the equilibrium state. It is important
to emphasize that this picture describes what
happens with the protein on average: the folding
pathways of individual proteins may differ
significantly from each other as well as from the
average pathway, as has been suggested before.
Finally, our picture allows for cooperative transitions along any individual trajectory: when any
individual protein attains its native shape (and
this may happen in an all-or-none, cooperative
fashion), this event preserves the mean of the
structural distribution, but decreases its variance.
A similar overall picture of folding has been
suggested by Shortle’s group on the basis of their
study of the staphylococcal nuclease.27,28
Second, it is interesting to consider the implications of the mean structure hypothesis for
ensemble versus single molecule experiments. It is
clear that the average behavior of an ensemble of
protein structures can exhibit properties that are
not present in any single structure or single trajectory, especially if it is short relative to the relevant
characteristic times involved. Since typical experiments (e.g. NMR and X-ray) “look” at structures
in an average sense, we believe that the most
informative way of comparing any simulation

mean native matrix (dRMScta, where cta is closest
to average). We compare it with the distribution of
Ca-dRMS from the same mean native matrix for all
other members of the unfolded ensemble at 12 ns. We
show the mean (AVG) and the standard deviation (STD)
of the depicted distribution, as well as the percentage
(%) of the individual unfolded structures that are more
different from the mean native matrix in the dRMS
sense than the closest-to-average unfolded structure.
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with experiment should involve simulating large
ensembles of proteins, averaging the structural
information in the same way as the experiment,
and then comparing the results directly with
experimental data (NOE distance restraints or
structure factors).9,30 – 33 The average distance
matrices in the present study are in spirit akin to
the structural information coming from NMR
experiments. We are currently calculating theoretical NOEs using a full matrix relaxation
approach to even more closely match the experiment (unpublished results). Recently, a computational study of short b-peptides in methanol was
reported33 in which it was shown that the ensemble
averaged NOEs and J-coupling constants are
quite insensitive to the degree of diversity of the
underlying ensemble.
Moreover, since the average of an ensemble may
hide certain properties, in particular its heterogeneity, we believe that one must examine the
variance of structural distributions in addition to
the mean. For example, two structures may look
the same on average, yet one may fluctuate around
this average much more than the other: depending
on the experimental technique, it may appear as if
one is formed and the other one is not. Accordingly, an ensemble may look structured on average,
while no single member is structured. For instance,
as we propose, the collapsed unfolded state has
the mean features of the native state, but is
characterized by high structural variance. Single
molecule analysis, with its ability to access the
variance or distribution within the behavior
of individual species, may prove invaluable in
addressing these timely questions.
Third, the mean-structure hypothesis suggests a
way of performing and/or supplementing protein
structure prediction using the information gleaned
from the simulation of a large unfolded ensemble
very early into folding. Using the distance constraints derived from the average structure of the
unfolded state, one could in principle, refine a
structure, and if the mean-structure hypothesis
is correct, this structure should be native-like.
Alternatively, one could find the closest (in the
dRMS sense) individual member of the unfolded
ensemble to the average structure based on the
same unfolded ensemble; if the hypothesis is
correct, this structure should be closer to the native
structure than most other individual unfolded
structures.
Analysis of our data set in this manner strongly
supports this argument. The comparison of a
representative native villin structure (Figure 5(b))
with the member of the unfolded ensemble at
42 ns that is closest to the mean unfolded structure
at that time (Figure 5(c)) shows that the mean of
the unfolded ensemble has the native topology,
most of native secondary structure and reasonable
core packing. In fact, the structure closest to the
mean is closer to the structure of the native state
in the dRMS sense than 99.9% of the 1211 unfolded
structures sampled at 42 ns (Figure 5(d)). Further-
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more, even though most individual molecules in
the unfolded ensemble exhibit very little helical
secondary structure (see Figure 1(b) inset and
Table 2), the closest-to-average structure shown in
Figure 5(c) has almost native-like helical content.
The same analysis for tryptophan zipper and
BBA5 is shown in Figures 6 and 7, and the results
are as encouraging for BBA5 and less so in the
case of tryptophan zipper (see below for a discussion of the tryptophan zipper results). The
representative unfolded structures in Figures 5(c),
6(c) and 7(c) can be thought of as predictions of
the native state in a scheme where the unfolded
ensemble plays a role of a decoy set and the
dRMS distance from the mean matrix on the basis
of the entire decoy set (i.e. the entire unfolded
ensemble at a given time point) serves as a simple
“energy function” or scoring function for decoy
discrimination. The filtering power of this scoring
function is demonstrated in Figures 5(d), 6(d) and
7(d): the unfolded structure closest to the mean
unfolded matrix is closer to the mean native matrix
than the majority of individual unfolded structures
in all three cases. What is more, this fact holds for
the majority of the time points after the collapse in
villin and BBA5 simulations, and to a lesser degree
in TrpZip simulations (Figure 8). Note that structures in Figures 5(c), 6(c) and 7(c) were picked
with no knowledge of the native structure, and
can be thought of as blind predictions for the
given time points.
These results and arguments greatly extend and
support previous theoretical findings. Shortle
et al.34 have observed in their ab initio prediction
studies that clusters with the largest number of
similar structures in their decoy sets are likely
to contain the native structure. Our unfolded
ensembles are akin to decoy sets in a sense that
they contain many low energy structures, which,
to a varying degree, all differ from the native
state. It is clear that the average structure of the
unfolded ensemble will be dominated by the most
represented structure or set of structures, and
in this way our results are compatible with the
findings by Shortle et al. Finally, Huang and
colleagues35,36 have shown that finding the average
structure from a set of decoys on the basis of the
most represented Ca –Ca distances yields structures
that are closer to the native structure than most
individual decoy structures. Our findings suggest
that these results are a consequence of certain
intrinsic properties of polypeptides. To use the
above approach in structure prediction, however,
very large ensembles are necessary: likely large
enough to see folding in the timescale simulated.
With the advent of distributed computing,
such calculations are now well within reach, and
can be performed on the scale of days on large
(10,000– 100,000) processor clusters. It is also possible that the principles outlined above can be
applied to ensembles generated with cheaper
simulation methods (such as Monte Carlo simulations).
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We have seen that the b-sheet tryptophan zipper
molecule, while still significant, is less supportive
of the mean structure hypothesis than villin and
BBA5. This is apparent for both the averaged
matrices from the unfolded ensemble (Figure 3),
and even more so, for the closest real unfolded
structure to the mean unfolded matrix (Figure
6(c)). Except for the overall U-shape, this structure
(Figure 6(c)) exhibits neither beta secondary
content nor proper core packing. There are several
potential reasons for this. The most important
reason is probably the specific geometry of the
beta hairpin: namely, in a hairpin, the distances
between the residues on the same strand are
typically as large as can be, and the distances
between the residues on the opposing sides as low
as can possibly be. What this means is that any
kind of linear averaging of distances over a large
heterogeneous population will result in values
that are smaller than the typical beta intra-strand
distances or larger than the typical beta interstrand distances. This is exactly what we see in
our simulations of the tryptophan zipper (Figure
6(c)). The same effect is seen in the case of the
representative unfolded structure of BBA5 (Figure
7(c)), where the N-terminal beta-sheet is not
formed and the strands are significantly more
separated than in a beta-sheet. It is possible that
a different kind of averaging (such as kr 26l21/6
averaging) might give different results, and we are
currently exploring this possibility. Tryptophan
zipper is a small peptide and it is possible that the
mean structure hypothesis is more applicable to
larger, more globular molecules with real tertiary
structure. To test this possibility, we are currently
running simulations of a larger, all-beta Trp-Trp
domain. Finally, the TrpZip domain is so small
that upon collapse it is immediately by necessity
already very close in the kdRMSl sense to the
native topology. This naturally precludes the
average structure to be any more similar. Finally,
it is also possible that, the native state of TrpZip
being very stable, we have not sampled enough
of it to generate true equilibrium distribution of
native structures.
What is the physical and geometric meaning of
the mean structure? The average matrices used in
the above analysis do not directly correspond to
any individual real physical structures. Indeed,
they even violate the elementary triangle
inequality for certain triplets of distances. This is
not surprising if one understands that these
matrices are generated on the basis of averaging
the information coming from thousands of individual structures. However, in this way they are
closely analogous to the real observables coming
from
ensemble-averaged
experiments.
For
instance, the NOE maps in NMR experiments or
the diffraction patterns in X-ray experiments are
also based on the average properties of large
ensembles of molecules, and furthermore, these
observables also rarely perfectly match any individual real structures. The non-zero R factors in
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X-ray refinement or the non-zero Rx factors in
NMR refinement attest to this fact. The results on
the basis of averaged matrices in this work should
be taken as a statement about something akin to
the real data, rather than idealized refined structures. In order to get even closer to the real experimental observables, we are currently calculating
the theoretical NOEs on the basis of our simulations using the full relaxation matrix approach
and comparing the unfolded and the folded
ensembles in that way (unpublished results).
Nevertheless, the results presented in Figures
5– 7 show that the main conclusions of this work
hold even for real physical structures. By finding
the closest individual member of the unfolded
ensemble in the Ca-dRMS sense to the mean distance matrix based on the same ensemble, we
have in a way performed refinement. That the
structures refined in such a way bear close resemblance to the representative simulated native
structures in the case of villin and BBA5, and
somewhat less so in the case of tryptophan zipper,
offers strong support to the claim that the averaged
unfolded distance matrices are indeed close to the
physical native structures.
The mean structure hypothesis is a statement
about the effects of conformational averaging in
the collapsed, unfolded ensembles of small proteins. On the basis of the results presented here,
it appears applicable to globular, mostly helical
proteins. Further work is needed to elucidate its
range of validity in other systems, most notably
larger globular proteins.

Methods
Using a heterogeneous computer cluster we have
generated thousands (see the text, Figures 1(a), 2(a) and
3(a)) of relatively short (tens of nanoseconds) independent trajectories for the villin, tryptophan zipper,
and BBA5 molecules. With the exception of the data produced by Duan & Kollman,25 the simulations described
below were generated with the following methodology.
The folding simulations were initiated from fully
extended conformations (f ¼ 21358, c ¼ 1358) with
N-acetyl and C-amino caps. The equilibrium simulations
were started from the experimental NMR structures
of the three molecules (villin,22 PDB-code 1VII, first
structure, sequence: MLSDEDFKAVFGMTRSAFANLPLWKQQNLKKEKGLF; tryptophan-zipper PDB-code
1HRW,23 first structure, sequence: SWTWEGNKWTWK†;
BBA5,24 sequence: YRVPSYDFSRSDELAKLLRQHAG).
† After submission of this manuscript, we have found
out that the experimental structure of the tryptophan
zipper (1HRW) has been recalled and replaced in the
RCSB protein data bank with an improved highly similar
structure (1LE0). The main difference concerns the chi1
angles of the two outer tryptophan residues (Trp9 and
11): they have been changed from 2 60 to 180 degrees.
The backbone rmsd between the old structure used in
this study and the newly reported one is 0.51 Å. This
difference should not have any significant effect on any
of the conclusions presented here.
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Villin headpiece is a 36 residue three-helix bundle protein; tryptophan zipper is a 12 residue b-hairpin peptide
with a core of four tryptophan residues; BBA5 is a 23
residue designed mini-protein consisting of an a-helix
and a b-hairpin packed perpendicularly to each other.
All three molecules are expected to fold extremely
rapidly (in the tens of microseconds regime). The simulations, run using Tinker biomolecular simulation
package‡, involved Langevin dynamics in implicit
generalized Born/surface area (GB/SA)37 solvent
(viscosity of 91 ps21) with a 2 fs integration step, at
temperatures indicated in Tables 1 and 2. Bond lengths
were constrained using RATTLE.38 16 Å cutoffs with
12 Å tapers were used for electrostatics in TrpZip and
BBA5 simulations. No cutoffs were used for villin. The
proteins were modeled using the OPLSua force field.39
The structures were output for analysis every 1 ns of
simulated time. The simulations were carried out
on 10,000 þ processors as a part of our ongoing
Folding@Home distributed computing project§, and
involved a total of about half a trillion (4 £ 1011)
integration steps. This corresponds to approximately
2000 single CPU (500 MHz) years.
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